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Abstract

SWIFT (Simulation of WInd Fields in Time) is a computer program for nu-
merical simulation of stochastic wind fields in the time domain. The resulting
wind speed time series can be used as input to any (horizontal axis) wind tur-
bine structural dynamics program based on blade element-momentum theory.

The underlying algorithm of SWIFT is based on a Fourier synthesis
method for the simulation of multivariate, multidimensional random pro-
cesses. In particular SWIFT simulates numerically an uni-variate (only the
u-component of the wind speed vector), three-dimensional (time and two
polar coordinates) random field.

The program distinguishes itself from wind simulation programs based
on the same method, viz. the “Sandia method”, in being computationally
efficient. Significant savings in computer time are achieved by a fast method
to factorise the spectral matrix, assuming uniform spatial coherence over the
rotor plane.

This report describes the simulation method, the implementation and
the verification of the program. Special attention is paid to the method to
factorise the spectral matrix.

The results shown in this document are based on SWIFT version 1.0.
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NOTATION AND UNITS

A;j coherence decrement, see Equation (B.10)

f frequency Hz

f normalised frequency, see Equation (B.2)

frmax upper cut-off frequency of target spectrum Hz

F, (0w/Tz) In(Z/2), see Equation B.5

Guu one-sided single point power spectral density function — m?/s

Ly principal longitudinal length scale of turbulence m
measured along z-axes

Ly, L, principal lateral length scales of turbulence m
measured along y or z-axes respectively

L, compound lateral length scale of turbulence in m
direction of r

Ne number of circles of polar grid

np number of points on a circle of polar grid

N number of points of polar grid = n, x n,

r distance or radius m

R rotor radius m

Suu double-sided single point power spectral density function m?/s

t time s

T time period; simulation length S

U velocity component in z-direction m/s

x,Y, 2 system of rectangular Cartesian coordinates with m
x-axis defined in the direction of the mean wind
and z-axis vertical

Z effective height above the ground, see Equation(B.8) m

Zn effective hub height; generally equal to the height m
of the center of the wind field

Zm mean effective height = (2; + 2;)/2 m

20 surface roughness length m

Ar distance separating two points in the wind field m
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NOTATION AND UNITS

Ar, distance separating two circles of the polar grid m
v(f, Ar,uy) spatial coherence function

A factor in Equation (B.6); speed ratio

L factor giving effect of @, on A;; see Equation (B.11)

Ou standard deviation of u component m/s
0 phase angle; random number out of a uniform rad

distribution between 0 and 27

An overbar () denotes a value averaged over a period T usually taken as 1
hour.
An accent ()" denotes a deviation from a mean or steady value.

Matrices and vectors are typed in bold face capitals and bold face lower case
letters respectively to distinguish them from scalar functions and scalars.

Operations on matriz A and vector a

Al inverse of A

AT transpose of A; (AT);; = Aj;

A* complex conjugate of A; (A*);; = Aj;

At Hermitian conjugate or adjoint of A; (A');; = Az,
vec A vec operator, see Equation (3.8)

v(A) vector containing a;; (i > j)
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Chapter 1

INTRODUCTION

It has long been recognised that wind simulation should be an integral part
of wind turbine structural design and analysis. Now that structural dynamic
models become more sophisticated, adequate input to such models is essential
in order to make full use of the increased accuracy.

Many wind simulation models, with various degrees of sophistication,
have been proposed over the past two decades. Most models consider only
the wind at a single anemometer or the average wind throughout the rotor
disk, both in conjunction with wind shear and sometimes tower influence. It
is virtually impossible to describe the large variety of such models, see for
example References [13, 14, 17, 19, 20, 16, 43, 48|. Particularly interesting is
the model described by Kirchhoff [21], which is based on the fractal concept.
Many of these models are mainly intended to find extreme loads on wind
turbine blades, and therefore simulate strong gusts that have small probabil-
ities of occurrence.

It gradually became clear, however, that fatigue loads on wind turbines were
much greater than expected. Further, attempts to correlate the actual fluc-
tuating response of a turbine blade (in particular the blade root bending
moment) to the measured wind velocity were unsuccessful.

Field experiments, using circular arrays of anemometers (Verholek [49],
Connell [4, 5]), and measurements by laser (LIDAR) traversing cross wind
paths, and hotfilm anemometers mounted on a rotating boom (Sandborn
[36]) showed that the turbulence encountered by a point on a rotating wind
turbine blade has characteristics that in some important respects are dif-
ferent from those measured by a stationary anemometer. The conventional
one-peaked spectrum becomes, broadly, a two-peaked spectrum that in ad-
dition contains a set of narrow-band spikes of turbulence energy, centered on
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Figure 1.1: Example of the spectral density functions of wind speed fluctua-
tions, as seen by a stationary anemometer and as encountered by a point on
a rotating wind turbine blade

multiples of the frequency of rotation, see Figure 1.1. It is the spatial struc-
ture of the turbulence that is largely responsible for this “rotational sampling
effect.”

The turbulent flow may be thought of as a collection of eddies of different
size and speed. Some of these eddies will have lateral length scales that are
smaller than the rotor diameter. A rotor blade will chop across such an eddy
several times when the eddy passes the rotor plane. The blades of a fixed
anemometer on the other hand will be totally immersed in such an eddy.

In other words, the blade observes the same energy fluctuations at a higher
rate than a fixed anemometer, due to the spatial variations of the turbulent
wind speed. The higher rate is proportional to the rotational speed of the
blade.

The first models that account for the spatial structure of the wind field
analytically derive, in various ways, the autopower spectrum of rotationally
sampled wind speed. The origin of these models goes as far back as 1955
(Rosenbrock [35]).

Some of these models, e.g. the model developed at Pacific Northwest
Laboratory (PNL), then use the inverse Fourier transform to produce time
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INTRODUCTION

series of turbulent wind speeds in a rotating frame of reference. That is to
say: they compute wind speeds for a single point revolving along a circle, see
Connell [5], Powell et al [29, 30], Kristensen [23].

A similar model, which stays in the frequency domain, was developed
by Dragt [8, 9]. This model is implemented in the ECN computer program
TURBU |[10].

At about the same time methods were developed to simulate a full field
of turbulent wind, e.g. the “Sandia method” (Veers [46]) and the “Purdue
method” (Sundar and Sulivan [42]).

A review by Powell and Connell [29] of wind simulation methods concluded
that the Sandia and PNL models were the most promising. They also
claimed, however, that in comparison with measured rotationally sampled
wind speeds and with empirically adjusted theoretical results, the Sandia
method seemed to be less accurate. No explanation for the differences was
reported.

In response to this report Veers [47| showed that the discrepancy was not
due to any fundamental flaw in the Sandia method. He explained the reasons
for the reported deficiency and showed how a better fit to the measured data
can be obtained. He also showed how the efficiency of the Sandia method can
be increased by ensuring that each simulated data point corresponds to the
exact time that the wind turbine blade occupies that point in space, assuming
a constant rotor speed. By only simulating those samples that are actually
used in rotational sampling, the storage requirements and computation time
is considerably reduced.

Veers [47] claimed that the Sandia method is capable of matching the best
estimates of rotationally sampled PSDs (Power Spectral Densities) better
than any other method currently available. The input models of turbulence
PSD and coherence are what determine the accuracy of the method.

This conclusion was indirectly supported in a review of simulation meth-
ods by Kaminsky et al [19]. In this review six methods for generating wind
speed time series were described and their performance were compared. It
was concluded that the Shinozuka method, i.e. the mathematical model that
is also used in the Sandia method, has the best performance.

It may not come as a surprise that at ECN the Sandia method was the
method of choice for implementation in a wind simulation computer pro-
gram that could provide the wind turbine simulation program PHATAS II
[24] of adequate input.

The method is especially suited for horizontal axis wind turbines (HAWTSs)
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INTRODUCTION

because it is possible to generate time series of turbulent wind speed in as
many points in the rotor plane as one likes without being restricted to one
circle or a constant rotor speed. The turbulent wind speed at a certain point
is correlated to the speed in every other point. The artificially generated ran-
dom signals have (auto)power spectral densities and amplitude distributions
that are representative of the wind velocity fluctuations being simulated.

The method has (had) however one drawback: it is (was) computationally
expensive. It is true that Veers developed a very efficient simulation method
for HAWTSs rotating at a constant speed. But the ECN structural dynamics
code PHATAS-II allows for variations in the rotor speed. If we want to
take these variations into account then we have to simulate a “full field”
of turbulent wind speed or otherwise device some ingenious interpolation
scheme that would probably result in too much loss of variance.

An important step in the method is the factorisation of the spectral ma-
trix: S = HH'. To this end “Cholesky decomposition” is used. This factori-
sation method is largely responsible for the long run times.

Taking a closer look at the spectral matrix revealed that it has a very
special form when the spatial coherence is assumed to be uniform and a
polar grid is used for the spatial discretisation. This special form allows
for a much more efficient way to factorise the spectral matrix, resulting in
significant savings in computer run time.

Utilising this fast factorisation method instead of the “old” Cholesky
decomposition, the Sandia method was implemented in a computer program
designated SWIFT (Simulation of WInd Fields in Time).

This report is the first part of an account of the work done to develop the
computer program SWIFT. It is not intended to deal with all aspects of
wind simulation in great detail and the reader is assumed to have some
knowledge of statistics, spectral analysis and atmospheric turbulence. Several
comprehensive papers, monographs and books are available from which to
study the current state of knowledge of the above mentioned topics, e.g.
6, 26, 28, 32, 34].

Chapter 2 gives an overview of the wind simulation method and some
discussion on the limitations of the simulation technique.

Chapter 3 describes the program in some detail. The program logic flow
is given and most subroutines are described. Finally it is shown how the data
is organised in order to process it as efficiently as possible.

Chapter 4 is concerned with problems of program verification. Section 4.2
deals with verification of the syntax of the source code while section 4.3 de-
scribes the results of some tests, which are intended to check the algorithmic
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INTRODUCTION

correctness of the program.

Appendix A describes the fast factorisation method, which is considered
to be the only truly innovative part (at least as far as the present author
knows) in this report. The method is described in great detail, allowing an
interested reader to implement the method himself or herself.

Finally, Appendix B contains a brief description of the autopower spectral
density function and coherence function for atmospheric turbulence proposed
by ESDU (Engineering Sciences Data Unit), which are the standard input in
the present version of the wind simulation program.

Although no attempt has been made to compile an exhaustive set of ref-
erences, the list included should provide a reasonable comprehensive picture
of the literature on the subject at the time of writing.

The second part of this report will be issued separately and is mainly intended
to be a user’s guide.
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Chapter 2
THE SIMULATION METHOD

2.1 General

The wind simulation method outlined by Veers [46, 47, designated the “San-
dia method”, is based on a Fourier synthesis method developed by Shinozuka
et al [37, 38, 39].

In this method time series of turbulent wind speed are generated at several
points which lie in a plane perpendicular to the mean wind direction. Each
time series is a random Gaussian process which is correlated to the wind
speed at every other point. The required inputs are single point autopower
spectral densities (APSD’s) and the coherence function.

The basic idea is to specify discrete values of the spectra and cross-spectra
and then to use the Fast Fourier Transform (FFT) to calculate their Inverse
Discrete Fourier Transforms (IDFT’s) and so generate discrete time sequences
which are regarded as sampled values of the continuous random signals re-
quired. Because the spectral representation does not contain phase informa-
tion this has to be resupplied by some assumption. The usual assumption is
that the phase is a random variable which is uniformly distributed between 0
and 27. Then the distributions of the terms of the simulated time series will
approach Gaussian distributions by virtue of the Central Limit Theorem.

For a clear and concise outline of the method the reader is referred to
Newland [26, pp. 185-188].

2.2 Review of the simulation method

In this section only the most important steps in the procedure of synthesising
the signals are described.
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2.2 Review of the simulation method

1. The first step is to choose any reasonable (one-sided) single point power
spectral density function G,(f) and coherence function v(f, Ar, @),
e.g. experimental ones or semi-empirical analytical expressions. See
Appendix B for the functions that are used in SWIFT. For definitions
of the power spectrum and the (spatial) coherence function see e.g.
Panofsky and Dutton [28] and/or Priestley [32].

2. Specify an upper cut-off frequency fu.x from which the spectral density
function is assumed to be zero, i.e. Gy, (f) = 0 for f > frax. Specify
discrete values of the spectrum and cross-spectrum. This is done by
dividing the frequency range into bands Af = fiax/M wide and defin-
ing the discrete value of the two-sided power spectrum in point j for
frequency band m as:

Af

833(fm) = =~ Guju; (fm), (2.1)

where f,, = m x Af is the upper frequency of band m. The magni-
tude of the cross-spectral density between points j and k is then by
definition:

370 Fm)| = i/ 835 (Fim) 31 (Fm), (2.2)
where vjx = Y(fm, Arjr,w). It is assumed that there are no phase
differences between fluctuations at a certain time in different points:
any retardation of eddies due to ground friction is neglected. As a result
of this assumption the imaginary parts of the cross-spectral densities
are zero, which means that the entries sj; of the spectral matrix S(f,,)
are all real.

3. Factorise the spectral matrix into a transposition matrix H and the
transpose of its complex conjugate HT:

4. Choose at random numbers ,,, K = 1,2,..., N from a uniform dis-
tribution between 0 and 27, using a random number generator. N is
the number of grid points in the rotor plane at which the wind speed
time series have to be generated. The 6, are the random phases of
the components of the unit complex N x 1 vector x = (z},), where:

T =% k=1,2,... N. (2.4)

Note that the index m is added to stress the fact that for every new
frequency step m a new set of N random numbers must be generated.
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THE SIMULATION METHOD

5. Multiply the matrix H(f,,) with the complex vector x. The result is
the complex N x 1 matrix:

Every component Uj( f,) of the matrix U(fy,) is a function of frequency
fm and is found by

N

Ui(fm) = > hjr(fm)zr = > hj(fm)e®m for j=1,...,N, (2.6)
k=1

k=1

where hj;, are the elements of the NV x N matrix H.

6. Steps two to five have to be repeated for every frequency step f,, (m =
1,...,M), resulting in M complex matrices U;(fy,) of size N x 1. The
corresponding elements of each matrix, i.e. U;(f1),U;(f2),. .., U;(fum),
form N complex frequency series, denoted {Uj,, }, of length M. These
frequency series are not yet the discrete Fourier transforms (DFT) of
the wind speed time series required. The discrete values of the two-
sided auto and cross power spectrum, s;x(fm), were only taken into
account for positive frequencies. Hence the frequency series contain
only half the period that we need. However, the other half of the com-
plex frequency series is easily retrieved because the Fourier transform
must satisfy a certain symmetry when the corresponding time domain
function has to be real-valued.

For, when the time domain function ¢;,7 =0, ..., (/N —1) is purely real,
then the components of the corresponding Fourier transform satisfy:

Gnn=(Gp)" forn=1,...,N/2 -1, (2.7)

where the asterisk denotes complex conjugation. From Equation (2.7)
we can infer that we have to (almost) double the length of each fre-
quency series by adding terms which are the complex conjugate of the
terms in the original series:

In addition we have to set:
Ujo = UjM =0. (29)

See for example Appendix I of Reference [27] for the details. The
resulting N complex frequency series all have length 2M.

SWIFT



2.3 Assumptions and Limitations

7. Finally compute the terms of the discrete time series {u;} using an
inverse discrete Fourier transform:
2M—1
Wiy =Y Ujme®™™ M for k=0,1,2,...,(2M — 1),  (2.10)
m=0
and j = 1,2,...,N. The resulting IV discrete time series of length 20,
serve as an approximation for the correlated random signals required.
As can be seen from the IDFT relation (2.10), each term of the {uj;}
series is the result of summing many statistically independent contri-
butions and so becomes, by virtue of the Central Limit Theorem, a
sample from a population with Gaussian characteristics.

8. Until now only the fluctuating part with zero mean of the longitudinal
wind speed has been considered. To obtain the total wind speed in z-
direction the average wind speed @ has to be added, i.e. v = u+u'. The
variation with height of the mean wind speed — the so-called vertical
wind profile — is assumed to be logarithmic and is expressed as:

In(z/zp)
" 1n(zn/20)’
where 7 is the short term (ten minute to one hour) mean wind speed, z

is the height above the ground, 2 is the reference height (hub height),
and zp is the terrain roughness length.

u(z) = u(z (2.11)

2.3 Assumptions and Limitations

The model is based on certain physical assumptions and/or mathematical
idealisations which in some cases may be valid only as approximations to the
real situation. For completeness the assumptions and limitations are listed
below, together with some comments and/or justifications. For a more com-
plete discussion on the requirements that should be imposed on turbulence
simulation schemes, the reader is referred to e.g. Panofsky and Dutton [28,
Chapter 12-14].

e The Gaussian assumption.

The method assumes that turbulence can be approximated by a ran-
dom Gaussian process, i.e. a process that is completely defined by its
first two statistical moments. In reality turbulent velocity distribu-
tions are approximately Gaussian, but the derivatives (or differences
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THE SIMULATION METHOD

over small intervals) of the time histories are distinctly non-Gaussian.
Hence the basic process is not Gaussian. A justification for assuming
a Gaussian process is that many useful theoretical calculations can be
performed with relative ease, while they are difficult or impossible for
other probability laws. A physical justification is that, by matching
its first two statistical moments, the turbulence properties which are
believed to have the most impact on the blade loads and, therefore, on
the structural response of the wind turbine, are accurately represented
(Veers [46]).

Uniform coherence

The spatial coherence is assumed to be laterally uniform, i.e. only a
function of the spacing between points in the cross wind plane. This
assumption is not necessary for the model to work but allows a consid-
erably faster decomposition of the spectral matrix. The approximation
does not affect the results significantly according to Fordham [11].

Only the longitudinal component of the wind

Only the longitudinal component (u-component) is simulated. The ver-
tical and lateral components are assumed to be of lesser importance for
HAWTs. It is relatively easy to simulate the other two components.
However, since no reference is made to the fluid dynamics of the flow,
there will be no guarantee that the simulated velocity field is continu-
ous, compatible, or physically realisable.

No phase shift

Any retardation of eddies due to ground friction is neglected, i.e. there
are no phase differences between fluctuations at a certain time at dif-
ferent heights. This limitation is not necessary for the model to work,
but simplifies implementation considerably because otherwise the imag-
inary parts of the cross spectral densities would be non-zero.

Not suitable for finding extreme events

To find very large gusts that only occur once a year (say) from 10 min
samples, would require about 52500 simulation runs. In other words,
this method is not quite suited for the simulation of low-probability
events in the wind.

This obviously is true and we need to be able to simulate low-probability
events in the wind directly, especially those rarely occurring gusts that

10
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2.3 Assumptions and Limitations

contribute to the fatigue loads for important structural components of
a wind turbine.

It should be noted, however, that often our goal is not to find low-
probability events in the wind, but extreme responses of the wind tur-
bine structure with a low-probability of occurrence. In that case, the-
oretically, probabilities have to be established on the basis of system
response not system forcing.
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Chapter 3

PROGRAM DESCRIPTION

3.1 Coordinate System and Grid

In the description of the flow field, it is customary, to define the z-direction
as the direction of the mean wind vector, the y-direction to the left, at right
angles to z and the z-direction upward. The corresponding velocity compo-
nents are u, v and w. SWIFT only simulates the u-component of the wind.
In order to be able to simulate the flow field it has to be discretised both in
space and time. For HAWT applications it is most convenient to simulate
the wind at points arranged around the circular path followed by the blade
elements. A polar grid is therefore a natural choice for the spatial discretisa-
tion, see Figure 3.1. The grid has its center 2, above the ground and lies in
the (y, z) plane, i.e. perpendicular to the mean wind speed. The grid consists
of n. equidistant circles (radii) and n, evenly spaced grid points on a circle
(azimuth angles). The number of points per circle has to be an integer power
of two.

Neither the equidistancy of the circles nor the power of two demand on
the number of points per circle are strictly necessary but they make the
implementation considerably easier.

The position of a grid point is completely defined by a pair of numbers (j, k),
where j is the number of the circle and k£ the number of the point on the circle.
The grid points are numbered, radially outward, in a single one-dimensional
sequence by defining, as is shown in Figure 3.1:

J=0p—Dnc+i. foric=1,...,n50=1,...,np,. (3.1)

Figure 3.1 also indicates where the numbering starts. In every grid point a
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3.2 Program Implementation
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Figure 3.1: Example of the layout of simulation points on the disk of rotation
of a HAWT.

time series of turbulent wind speeds is simulated that is correlated to the
wind speeds at every other point.

Note that no wind speed time series is generated at the center
of the polar grid.

3.2 Program Implementation

The program is made up of one main routine, called SWIFT, and several
subroutines, all of which fall into one of three groups: reading of input data,
computation, and writing of output. A list of the routines is given in Table
3.1. The program logic flow is shown in Figure 3.3, which corresponds to
steps 1-5 of the model description in section 2.2, and Figure 3.4, which
corresponds to steps 6, 7 and 8.

In the following the routines are briefly described, using the program logic
flow as a guide line.

3.2.1 Subroutine MENU

This routine reads the input data, on which the program works. The most
important data are

version 1.0 13
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e the height above the ground of the center of the polar grid (generally
hub height) z;, [m];

e the number of circles of the polar grid n.;

e the number of grid points on a circle np;

e the radius of the most inner circle r; [m];

e the distance between the circles Ar. [m];

e the upper cut-off frequency in the spectrum fi.x [Hzl;
e the simulation length T [s];

e the mean wind speed at hub height, w, [m/s];

e the terrain roughness length z, [m].

3.2.2 Subroutine GRID

In this routine the coordinates (y;, z;) of the grid points are calculated ac-
cording to the following recipe :

N = n, xn

Ay 27 /n,

Fori:.=1,2,...,n, do:
ri, =11+ (ic — 1) X Ar,
Fori,=1,2,...,n, do:

'Qbip = (ip— 1) X A’QD

j = (ic—l)xnc+ip
y; = Ti. X cos(ty,)
zj = 2y —ri, xsin(y;,)
Enddo ¢,
Enddo i..

14 SWIFT
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3.2.3 Subroutine DIST

Once the coordinates of the grid points are known, the calculation of the
Euclidean distances between the grid points is straightforward:

For j,k=1,2,...,N do

Arje = /(55 — )2 + (25 — u)?.

In reality not all the distances have to be calculated. Because of the rotational
symmetry of the polar grid there are only a few distinct values. See Appendix
A and section 3.2.7.

3.2.4 Subroutine WGRAD

This subroutine calculates the mean wind speed %; at every grid point, taking
a variation of the mean wind speed in horizontal and vertical direction into
account.

For the vertical variation of the mean wind speed a logarithmic expression
is used. The mean wind speed at every grid point (y;, z;) is easily derived
when the mean wind speed, uy, at hub height, 2;,, and the roughness length,
Zp, are known:

For j =1,2,...,N do:
. CTED)
In(zn/20)
The horizontal variation of the mean wind speed is assumed to be linear
and anti-symmetric with respect to the rotor axis. The profile has a positive
gradient when the mean wind speed at the right hand side of the rotor plane
is higher than at the left side, looking down wind, see Figure 3.2. The
horizontal variation of the mean wind speed is defined as a function of the
horizontal distance to the vertical center line of the polar grid:

(3.2)

_ Y; _
u; = (1— EgAUh)ij:o,zj, (3.3)

in which Awy is a non-negative decimal fraction. When both profiles are
present then the resulting mean wind speed at each grid point is calculated
according to the following expression:

U; = Uh(l — %Auh)% (34)
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Figure 3.2: Horizontal wind shear

3.2.5 Subroutine DCOHB

This subroutine calculates the basic entries (i.e. the distinct initial values)
of the coherence matrix. Because the coherence is only a function of the
distance between grid points, Arj;, the same data structure can be used as
for the distance matrix (see subsection 3.2.3). Because of the exponential
form of the coherence function (see Appendix B):

Ajk cm - Af . A’f‘jk
Up

)s (3.5)

Yik(frm, ATk, Un) = exp(

the values for successive frequencies behave as a geometrical progression:

Yik(Fmt1s ATjr, Un) = Vi (fm, ATk, Tn) X Yie(Af, Arjg, ), (3.6)

in which f,, = m x Af. Once the initial values, v;,(Af), of the entries of the
coherence matrix are known, Equation (3.6) can be used to find the entries
for other frequencies recursively.

3.2.6 Subroutine DCOHM

Next the main routine enters a loop in which this subroutine is called every
frequency step f,, = m x Af, for m = 1,...,M — 1. This subroutine
calculates the distinct entries of the coherence matrix using Equation (3.6).
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3.2.7 Subroutine RSSLZ, RNDPV and RANO

Subroutine RSSLZ does the actual factorisation of the spectral matrix. The
spectral matrix S(f,,) can be written as

S=G-T-Gf, (3.7)

where I' is the coherence matrix with entries v;; and G a diagonal matrix
containing the square root of the autopower spectral densities ,/g;;. Equation
(3.7) shows that instead of factorising the spectral matrix directly, we can
also factorise the coherence matrix I' and multiply the factor with G to
obtain the same result.

The mathematical background of the factorisation procedure is explained
in Appendix A. In this section it is shown how the data can be organised so
that the whole factorisation procedure is done “in place” with a minimum of
bookkeeping.

For a polar grid with radial numbering (see Figure A.1) the coherence
matrix I'" ! is a block circulant matrix, as is explained in Appendix A. The
whole matrix is defined by the first (3n, + 1) submatrices on the first row.
Because each submatrix is symmetric, it contains only %nc(nc + 1) distinct
elements that can be found by eliminating all supradiagonal elements. Thus
the whole coherence matrix I'" is made up of only (3n, + 1) X in.(nc + 1)
distinct elements. By only storing these elements and some very simple book-
keeping, we can reduce the storage requirements considerably and perform
the factorisation in a very elegant way.

To explain how the data is stored and manipulated we first introduce the
vec operator on a m X n matrix A (see e.g. Magnus and Neudecker [25, pp.
30 — 49]):

a1

Az
vec A=| _ |, (3.8)

an

in which aj is the j-th column of A. Thus the vec operator transforms a
matrix into a vector by stacking the columns of the matrix one underneath
the other. Note that in FORTRAN every two-dimensional array is stored
like this. Now suppose A is a symmetric n X n matrix. Then v(A) will

!The coherence matrix associated with a radial numbering of the polar grid has a “r”

as superscript to distinguish it from the matrix associated with a circular numbering which

has a “c” as superscript.
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denote the %n(n + 1) x 1 vector that is obtained from vec A by eliminating
all supradiagonal elements of A. For example, if n = 3,

vec A = (a11 a9 as a1z Az a3z A13 A3 033)T, (3.9)

and
V(A) = (a1 21 a1 az asy ass)” (3.10)

In this way, for symmetric A, v(A) contains only the distinct elements of A.

Using the “v” operator on the first (37, 1) submatrices of the first row of I'"
and storing the resulting vectors in the columns of a new (3n,+1) X $n(nc+1)
matrix M (say):

M= (v(T) . v , -, V(T ), (3.11)

Tp/2

we get a matrix that has exactly the right form for further manipulation. It
is easily verified that the rows of M contain the distinct elements of the lower
diagonal blocks of I'°, while the columns of M contain the distinct elements
of the first row of blocks of I'".

The procedure to factorise the coherence matrix I'" is now very simple:

1. Block diagonalise I'" by a Discrete Fourier (Cosine) Transform. This
means that we have to replace each row of M with the Fourier coeffi-
cients of that sequence, hence we perform in fact (see Appendix A):

I K=K-A. (3.12)

The rows of M now contain the diagonal elements of the n, x n, blocks
Aij, j < i. The columns of M consequently contain the distinct el-
ements of the n. x n. blocks D;; of the block diagonal matrix D of
Equation (A.23). In other words, the columns of M contain v (Dy),
1= 1, ceey Np. Note that Du = an—i+2,np—i—|—2°

2. Factorise the positive definite diagonal blocks D;; by Cholesky decom-
position. The columns of M now contain the distinct elements of the
Cholesky factor L of Equation (A.25). Column j of M contains the
lower diagonal elements of the lower diagonal submatrix L;.

3. Multiply the Cholesky factor L with the unit vector of random phases
x. This vector is calculated in the subroutines RNDPV and RANO.
The subroutine RANO is the backbone of the simulation and provides
a set of pseudo random numbers pg, £ = 1,..., N, with a uniform
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distribution on (0,1). This routine is an adaptation of a routine of the
same name taken from Ref. [31]. See also Knuth [22] for a complete
treatise on random number generators. The distribution on (0,1) is
converted to a distribution on (0,27) by multiplying each p; with 27.
The complex unit components of the vector x are then:

zy, = e'mPx) for k=1,...,N.
The result of the multiplication is the vector y:

y=L-x. (3.13)

4. This vector finally has to be Fourier transformed. This is in fact the
multiplication with the matrix T on the right-hand side of Equation
(A.26). The result is the vector z:

z=T:y. (3.14)

3.2.8 Subroutine DSP and Function APSDV

Using the spectral density function according to ESDU (see Appendix B) the
square root of the spectral densities \/Ejj are calculated for each grid point.
This calculation is done in the subroutine APSDV.

The subroutine DSP then multiplies the resulting N x N diagonal matrix
G with the vector z which is calculated in RSSLZ. The resulting vector (N x 1
matrix)

U=G -z (3.15)

of complex Fourier coefficients is written to a temporary data file on disk.

3.2.9 Subroutine IFTR

When the loop over the frequencies has terminated, the complex transform
arrays are read from the temporary data file. Each array is then comple-
mented with the complex conjugate part.

The resulting complex transform arrays can be inverted using an FFT
routine. The symmetry (2.7) of the complex transform arrays can be ex-
ploited to invert two transforms in a single FFT. This is done by summing
the first transform plus 7 times the second, and then inverting the result us-
ing an FFT routine. The real and imaginary parts of the resulting complex
array are the two desired real functions.
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Finally the mean value %; is added to each term of the corresponding real
function and the resulting wind speed time series are written to file.

Note that for a large wind field not all the vectors U(f,,) can be held in core
memory. In such cases it is necessary to hold the arrays containing the vectors
on disc and only keep in memory the parts which are currently required. It
turns out to be vital to develop a good strategy for such problems, otherwise
the program will spend all its time doing data transfers and virtually none
on the computation. By choosing appropriate record lengths and blocking
attributes for the data files; and by changing default system buffer sizes,
the program can often be speeded up. Such characteristics vary considerably
across different systems, and can even vary at different installations of a given
type of machine. In general, the larger the record and block sizes are the
better, because a large amount of processing must be performed to transfer
each physical record.

To perform I/O efficiently SWIFT uses a very large array that generally
occupies about 630 kB of core memory. It is, however, possible to reduce the
size of the array without increasing the runtime considerably.
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Table 3.1: Routines of the computer program SWIFT

‘ File Description
SWIFT Main routine
MENU  Routine for reading user supplied input
GRID  Calculates coordinates of the polar grid
DIST Calculates distances between the grid points
WGRAD  Calculates mean wind speed in every grid point
DCOHB Calculates basic entries of coherence matrix
DCOHM Calculates entries of coherence matrix
APSDV  Calculates APSD’s according to ESDU
RNDPV  Calculates unit random phase vector
RANO  Generates random numbers between 0 and 1
DSP Routine for bookkeeping on the entries
RSSLZ Fast Factorisation of Coherence Matrix
FPESIG IEEE exception handler
IFTR  Inverse Fourier transformation of frequency series
FOUR1 FFT subroutine
PARMC INCLUDE file
WNDFC INCLUDE file
CHRNC INCLUDE file

version 1.0
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SWIFT

Read input: 2y, 71, Arq, Un, 20, fmax; T Nc, Np, - - - €tC.

For 7,k=1,2,...,N :
Calculate the grid properties, e.g. coordinates y;, z;
and distances Arjy.

Calculate mean wind velocities at the grid points:
u; forj=1,2,...,N,
taking into account horizontal and vertical wind shear.

For all frequencies f, =m x Af ;m=1,2,...,M — 1:
Calculate the coherences:
Yik :’ij(fm,A’f'jk,ﬂc) for ],k = 1,2,...,N

which are the entries of the coherence matrix I'.
Factorise the coherence matrix:

r=T-D-Tf
Decompose the block diagonal matrix D:

D=L-L
Determine components of the N x 1 unit vector of random phases:
x = (e%m) fork=1,2,...,N

using a random number generator.
Multiply vector of random phases with the Cholesky factor L:

y=L-x.
Fourier transform y by multiplying with factor T:
z=T:y.

Calculate the square roots of the power spectral densities:
V357 = (B Gy, (fm))?  forj=1,2,...,N,
which are the entries of the diagonal matrix G.
Multiply the N x 1 vector z with the diagonal matrix G:
U=G: z.
Write U = (U;(fn)) forj=1,2,...,N to a temporary data file.

Figure 3.3: Program logic low of SWIFT

SWIFT



3.2 Program Implementation

SWIFT (continued)

Open temporary data file

Forj=1,2,...,N:

Read Ujm, = Uj(fr) form=1,2,...,M —1

Set: Uj() = UjM =0

Add complex conjugate part to the sequence:

U](M+m):U;(M—m) fOI‘m:1,2,...,M—1

Perform an IDFT on the sequence:

wy =25 M Ujpekm/2M for k=0,...,2M — 1

Add corresponding mean wind velocity:
ujp =U; +uy  fork=0,...,2M —1

Write the resulting wind speed time series:
{ujr} fork=0,...,2M —1
to a binary random access file (.wnd file)

Figure 3.4: Program logic flow of SWIFT (continued)
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Chapter 4

PROGRAM VERIFICATION

4.1 Introduction

Proving the correctness of the program — or rather the underlying algorithm
— is of course an essential part of program development. Basically two types
of errors can be distinguished, language (syntax) errors and logical (or algo-
rithmic) errors.

Despite the possibly unpleasant nature of program failure, language errors
are not considered to be the most serious. Often they are detected auto-
matically by the compiler, and they can usually be corrected with relative
ease.

Different compilers, however, may find different syntax errors. This kind
of problems is avoided when the program is written in the ANSI (American
National Standards Institute) definition of FORTRAN 77. Such programs
will run without modification on any system that has an ANSI FORTRAN 77
compiler. The verification of the syntax of the source code for conformance
with the ANSI definition is described in section 4.2.

The program may be correct as far as the language is concerned, but actually
not solve the algorithmic problem we set out to solve. The program contains
what we shall be calling a logical error.

Proving total correctness of the algorithm, however, is not an easy task.
Ideally, the development of the algorithm and the proof go hand in hand.
The idea is to match the disciplined, gradual, step-by-step construction of
the algorithm with the gradual construction of proof segments, which will
ultimately accumulate to form a complete proof of the entire system.
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An obvious mechanism that encourages such practice is the subroutine.
Good design practice dictates that each routine be carefully analysed in terms
of its overall purpose, and then verified as a separate entity (See Harel Ref.
[15]).

This design technique has been attempted for most of the ‘home made’
subroutines. For many routines, however, proving correctness turned out to
be difficult and too time consuming. Instead, every routine has been tested
and debugged extensively, gradually riding the program of its language errors
and (most) of its logical errors. It should be noted, however, that testing and
debugging cannot be used to demonstrate the absence of errors in software,
only their presence.

Nevertheless, thorough testing and debugging of all the routines, together
with a lot of experience in using the program has so far not revealed any
fundamental flaw and has given some confidence in the correctness of the
program.

The rather basic testing of every separate routine will not be described
here. Instead, in section 4.3, it will be shown that, for a realistic (legal)
input, the program produces output with the desired statistical properties.

4.2 Verification of the Syntax of the Source
Code

One of the most frequent kinds of errors stems from abusing the syntax of
the programming language. Most syntax errors and program inconsistencies
are found by the compiler, in this case the Sun FORTRAN 1.4 compiler for
SPARCstations.

Because Sun FORTRAN is a superset of FORTRAN 77, with many ex-
tensions, the syntax of the source code is also verified with the aid of the
program FORCHECK! for conformance with the ANSI FORTRAN 77 defi-
nition. FORCHECK has also been used to analyse and verify the reference
structure and the consistency of the program.

The Sun FORTRAN compiler also has an option to identify none-ANSI
extensions, but this identification is rather limited compared to the analysis
performed by FORCHECK.

The following deviations have been found:

'FORCHECK is a registered trademark of Leiden University
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e The use of INCLUDE.

INCLUDE is an extension that is commonly found on FORTRAN 77
compilers. This extension is easily removed if necessary.

e The use of a dollar sign ($) in FORMAT statements.

The dollar sign in FORMAT statements is used purely for cosmetic reasons
(it allows input to be typed on the same line as the question) and can
easily be removed, or changed, if necessary.

e The use of DOUBLE COMPLEX.

This is the most serious deviation, which may pose problems when the
code has to be compiled on a different system. It is possible to do the
calculations completely in single precision, and it is one of the items on
the list of improvements to be made for the next release of the program.

Apart from these deviations from the ANSI definition there are three sys-
tem dependent routines, the routine to generate random numbers and two
routines for I/O error messages.

The two routines for I/O error messages are basically meant to make
the program more user friendly and can easily be removed if necessary. The
random number generator, however, is a crucial part of the program. Instead
of the system random number generator it is possible to use a “portable”
routine, at the expense of an increase in run time.

4.3 Verification of Program Output

As mentioned in the introduction to this chapter, proving the algorithmic
correctness of the program is quite difficult and has not been pursued. Instead
the program has been tested and debugged extensively. In the following
sections three of these tests will be described, showing that for a realistic
input the program is capable of capturing the desired statistical properties
of the wind:

e The correct target auto power spectral density (APSD);
e The correct theoretical spectrum for rotationally sampled wind speeds;

e The normal distribution of terms of the longitudinal wind speed time
series.
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4.3.1 The Target APSD

The single point auto power spectral density of the simulated longitudinal
wind speed time series must resemble very closely the input target spec-
trum (in this case the APSD according to ESDU, see Appendix B). For
the comparison a wind field was simulated using the following set of input
parameters:

Hub height 2z, :22m
Number of circles n. : 10
Number of points on a circle n,  : 32

Radius of most inner circle r; : 0.53125 m
Distance between the circles Ar, : 1.0625 m
Cut-off frequency fmax : 12.8 Hz
Simulation length T : 640 s
Mean wind speed at hub height @, : 12 m/s
Terrain roughness length z, :0.1m
Shape of vertical wind profile : Logarithmic
Shape of horizontal wind profile : No shear

The APSD of three selected time series (at points 1, 90 and 250) and the
corresponding ESDU spectra are calculated. A comparison of the simulated
spectrum and the corresponding target spectrum is graphically represented
in Figures 4.1, 4.3 and 4.5. The SWIFT spectra have been smoothed by
averaging 29 adjacent estimates; this is done primarily to reduce the data
volume prior to plotting. A comparison of the corresponding cumulative
distributions of variance as a function of frequency, [ G(f)df, is shown in
Figures 4.2, 4.4 and 4.6. These figures also show the cumulative difference,
0% — o%, between the two distributions.

Figures 4.1 through 4.6 show that the simulated spectra reproduce the target
spectra faithfully with the peak in the right place and the right amount
of contributions from both the low and high frequencies. The cumulative
difference between the variance distribution of the target spectrum and the
simulated spectrum grows for small frequencies but becomes more or less
constant for f > 0.1 Hz. Hence we may conclude that the target spectrum
is faithfully represented for frequencies greater dan 0.1 Hz.

The simulated spectra show, however, a great deal of scatter. This scatter
can be reduced by taking the spectrum of the ensemble average of six (say)
realisations. To verify this, using different random seeds (1000, 2000, 3000,
4000, 5000), another five realisations of the wind field were calculated.
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Figure 4.1: Comparison of longitudinal wind spectra at grid point 1.
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Figure 4.2: Comparison of cumulative variance distributions at point 1.
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Figure 4.3: Comparison of longitudinal wind spectra at grid point 90.
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Figure 4.4: Comparison of cumulative variance distributions at point 90.
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Figure 4.5: Comparison of longitudinal wind spectra at grid point 250.
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Figure 4.6: Comparison of cumulative variance distributions at point 250.
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Figure 4.7: Comparison of longitudinal wind spectra of six realisations and
the target spectrum at point 1.

For each selected grid point the longitudinal wind spectra of the six real-
isations are all plotted in one figure, together with the corresponding ESDU
spectrum; see Figures 4.7 through 4.9. Some numerical output is given in
Table 4.1. These figures and the table clearly show that there is a large vari-
ation from record to record in the simulated spectra. The comparison of
the average spectrum of 6 realisations with the target spectrum is graphically
represented in the Figures 4.10, 4.12 and 4.14. The “ensemble averaging” has
clearly reduced the scatter and the agreement between simulated and target
spectra is better now at the lower end of the frequency range.  This better
agreement is confirmed by the comparison of the cumulative distributions of
variance, shown in Figures 4.11, 4.13 and 4.15. In all three figures the dif-
ference (curve 0% — o%) remains constant from approximately 0.05 Hz. The
accumulated difference is smaller compared to Figures 4.2, 4.4 and 4.6, see
also Table 4.1.

4.3.2 The Rotational Spectrum

The PSD of the rotationally sampled wind speed, henceforth referred to as the
rotational spectrum, should resemble very closely the theoretically generated
rotational spectrum, which can be approximated accurately (for a specified
number of harmonics) by the ECN program TURBU (Ref. [10]).
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Figure 4.8: Comparison of longitudinal wind spectra of six realisations and
the target spectrum at point 90.
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Figure 4.9: Comparison of longitudinal wind spectra of six realisations and
the target spectrum at point 250.
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Figure 4.10: Comparison of longitudinal wind spectra at grid point 1; the
SWIFT spectrum is the average of 6 realisations.
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Figure 4.11: Comparison of cumulative variance distributions at point 1; the
SWIFT distribution is the average of 6 realisations.
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Figure 4.12: Comparison of longitudinal wind spectra
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Figure 4.13: Comparison of cumulative variance distributions at point 90;
the SWIFT distribution is the average of 6 realisations.
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Figure 4.14: Comparison of longitudinal wind spectra at grid point 250; the
SWIFT spectrum is the average of 6 realisations.
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Figure 4.15: Comparison of cumulative variance distributions at point 250;
the SWIFT distribution is the average of 6 realisations.
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TURBU calculates the spectrum Sy,(f) as seen by an observer on a ro-
tating blade. The relation between the rotational spectrum Sy, (f) and the
homogeneous fixed point spectrum of the longitudinal wind speed Sy, (f) is
given by

o
Suu(f) = Z kn(f — nfo)Swu(f — nfo), (4.1)

in which k, are the coefficients of the Fourier expansion of the uniform and
periodic coherence function, and fy the rotational frequency (see Dragt [8, 9]
and Engelen et al [10]).

For the comparison, rotational sampling was done about a circle with a
20 m radius, centered 30 m above the ground, at a rotational speed fy of
(2/3)Hz. The mean wind speed @ is 8 m/s and the surface roughness length
2o is 0.01 m. These data are taken from the test case presented by Powell
and Connell [30], which is also used by Veers [47] and Winkelaar [51]. This
particular test case has been chosen because it enables us to do a comparison
that is similar to the one done by Veers in Ref. [47].

In the SWIFT simulation, the circle contains 32 points, and in each point
a time series was generated consisting of 16384 time steps with a total record
length of 768 seconds. The long record length and high sampling rate (21.33
Hz) ensure that the velocities of the wind speed time series approach a Gaus-
sian distribution and no interpolation is needed in time or space during ro-
tational sampling. In addition, the large number of points on the circle
guarantee that aliased contributions to the range of interest (0 — 4P) ? are
numerically insignificant.

To improve the statistical reliability, the SWIFT spectrum is the average
estimate of six realisations, and the spectrum of every realisation is smoothed
by averaging five adjacent estimates.

Figure 4.16 shows a straightforward comparison of the autopower spectral
density (APSD) of rotationally sampled wind speed obtained with TURBU
and SWIFT. Qualitatively these spectra show good agreement, but the SWIFT
spectrum seems to contain more variance. This is confirmed by Figure 4.17,
which shows a comparison of the variance distribution. Clearly, it is seen
that in the SWIFT spectrum the amount of energy transferred to the spikes
is larger than in the TURBU spectrum.

This is to be expected because the SWIFT spectrum and the TURBU

2Tt is customary to abbreviate integer multiples of the rotating frequency as per rev
frequencies, indicated by the capital letter P — e.g. 2 per rev (2P) is twice the rotational
frequency
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spectrum are not strictly comparable. In TURBU the wind field is assumed to
be homogeneous so that everywhere in the rotor plane the fixed point APSD
is the same. This leads to a fixed longitudinal length scale in TURBU:

Ly =109.9 m.

In SWIFT, however, the fixed point APSD is a function of height, so that
the longitudinal length scale varies with height:

748 m < Ly <131.4 m.

It is easily deduced form Equations (4.1) and (B.1) that a decrease in Ly
increases all spectral values, while an increase of L, has the opposite effect.
But the effects are not equal, a decrease of L, with AL, has more effect
than an increase of L, with the same amount. Hence the variation of Ly in
SWIFT will lead to an increase of spectral values, when compared with a
computation with constant L,. To verify this, the SWIFT simulations have
been done once again. This time the autopower spectrum was assumed to
be constant and the spectral values were taken at hub height (as is done in
TURBU). The results are labeled “SWIFTc¢” to distinguish them from the
earlier results obtained with SWIFT. The results are shown in Figures 4.18
and 4.19. Clearly, the agreement between TURBU and SWIFT is excellent
now. The increasing discrepancy between the two spectra stems from the
fact that TURBU approaches the “true” spectrum form underneath while
SWIFT approaches it from above. The approach goes from left to right, that
is, a good approximation is reached first at the low-frequency end and adding
more harmonics (TURBU) or grid points (SWIFT) improves the spectrum
for an increasing frequency.

To quantify the differences, a numerical breakdown of the contributions
of the first four peaks (up to 3Hz) to the total variance is shown in Table
4.2. This table also contains the empirically adjusted theoretical results that
were obtained with the PNL method. Note that the table is similar to the
one presented by Veers in Ref. [47].  Table 4.2 shows that the agreement
between SWIFT and TURBU is indeed excellent if we assume the wind field
to be homogeneous.

The agreement between PNL results and SWIFT results is reasonably good,
although the methods are not strictly comparable because they use different
input models.

The band-width of the rotationally sampled wind signal is always greater
than the corresponding Nyquist critical frequency f.. This is easily deduced
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Figure 4.16: Comparison of the APSD of rotationally sampled wind speed.
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Figure 4.17: Comparison of the distribution of variance in the APSD of
rotationally sampled wind speed.
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Figure 4.18: Comparison of the APSD of rotationally sampled wind speed;
homogeneous SWIFT wind field.
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Figure 4.19: Comparison of the distribution of variance in the APSD of
rotationally sampled wind speed; homogeneous SWIFT wind field.
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from Equation (4.1). To avoid that the rotational spectrum is contaminated
with aliased contributions from outside the frequency range 0 < f < f,
either the signal has to be low-pass filtered or the folding frequency, f.,
made so high that aliased contributions are numerically insignificant.

Because PNL does not mention any low-pass filtering of the anemometer
measurements, it is conjectured that there is some aliasing present in the
PNL spectrum. In this case aliasing affects the spectrum especially near the
folding frequency (6P), and it is easily deduced that the PNL spectrum then
must have too much variance in the 4th and 5th peak. Also, but over a much
larger range, the minimum level of the spectrum is affected because that level
is almost constant.

Note that the SWIFT spectrum also suffers from aliasing, but the folding
frequency is 16P, hence the aliased contributions to 3P and 4P come from
29P and 28P respectively, and are therefore numerically insignificant. This
is the main reason for chosing 32 grid points on a circle. See also the SWIFT
Users’ Guide [52].

The results of this section seem to confirm the claim of Veers [47] that
the Sandia method (i.e. SWIFT) is capable of matching the best estimates
of rotationally sampled PSDs, and that the input models of turbulence PSD
and coherence are what determine the accuracy of the method. Apparently
the ESDU definition for the PSD and coherence function is not such a bad
choice.

Note that because both the target spectrum S(f) and the rotational spec-
trum S(f) are correctly (re)produced by SWIFT it can be inferred from
Equation (4.1) that the simulated wind field — when transformed to the fre-
quency domain — has the correct coherence.

4.3.3 The Gaussian Distribution

One of the reasons for modelling the turbulent wind as a Gaussian process is
that, on a one-second time scale, velocities in measured turbulence time his-
tories have nearly normal distributions. Hence, by modelling the turbulence
as a stochastic Gaussian process the first two statistical moments of the real
wind (mean and variance) are matched, without any reference, however, to
the fluid dynamics of the wind.

By virtue of the Central Limit Theorem (see section 2.2) the velocities
in simulated wind speed time series approach normal distributions as each
sample is the sum of many statistically independent contributions and the
number of samples becomes large. Assuming that a record length of 16384
samples is long enough the question arises how well is the normal distribution
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Figure 4.20: Normalised velocity distribution at point 1.
satisfied?

To analyse this a small program was developed designated SAVD (Statis-
tical Analysis of Velocity Distributions). This program bins the velocities by
grouping the data into specified ranges. The statistical moments of the thus
formed distribution are estimated by the mean, average deviation, standard
deviation, variance, skewness and kurtosis of the terms of the wind speed
time series. To check the consistency with the normal distribution the pro-
gram performs the chi-square test. Finally, for a quick check, the program
graphically represents the velocity distribution by a crude histogram on the
screen. It also produces a data file for a plot program.

For the analysis the same wind field is used as in section 4.3.1. The velocity
distributions for the time series at point 1, 90 and 250 of the first realisation,
together with the corresponding Gaussian distributions, are shown in the
Figures 4.20 up to and including 4.22.

On visual inspection the velocity distributions seem to approach the de-
sired Gaussian distributions reasonably well. Surprisingly enough, however,
the hypothesis that the simulated distributions are consistent with the normal
distribution function is, for all three distributions, disproved by the chi-square
test. This is also confirmed by the calculated third and fourth statistical mo-
ment (skewness and kurtosis) which are too large to be neglected, see Table
4.3.
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Skewness is defined as

ot Er (4.2)

g

1 N
Skew(ul...uN) = Nzl |:
‘7:

where 0 = o(u;...uy) is the distribution’s standard deviation. Kurtosis is
defined as

1 N U; — u 4
Kurt(ul...uN)—{sz::l[ > ] }—3 (4.3)
where the -3 term makes the value zero for a normal distribution. Skewness
and kurtosis should be used with caution because they involve higher pow-
ers of the input data and are therefore almost always less robust than lower
moments. It is good practice to believe in skewness only when it is several or
many times as large as \/EG/N ) which is approximately the standard devia-
tion of (4.2) for the idealised case of a normal distribution. Similarly, kurtosis

should be many times larger than \/224/N ). It is easily verified that in our
case the skewness and kurtosis are indeed much larger and hence cannot be
neglected.

It is of course hardly to be expected that one ten minute time series will
already have perfect statistical characteristics. Like in the previous sections
the statistics must improve when the ensemble average of several realisations
is taken. This is shown in Figures 4.23 through 4.25. Clearly the agreement
between the theoretical normal distributions and the simulated distributions
is very good now.
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Figure 4.25: Normalised velocity distribution of 6 realisations at point 250.

Table 4.1: Simulated and target variance

Realisation Variance
Point 1 \ Point 90 | Point 250

5.241 4.808 4.597
5.277 5.375 5.256
5.201 6.332 4.755
5.237 5.604 4.992
5.188 4.285 5.401

6 5.056 4.476 5.116
Average 5.200 5.147 5.020
ESDU 5.366 5.449 5.143

Tl W N~
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Table 4.2: Distribution of variance over the per rev harmonics for the empir-
ically adjusted PNL method and for TURBU and SWIFT using the ESDU
PSD and coherence model. Variance is in units of (m/s)?; the numbers be-
tween parentheses are the per rev variances normalised by the corrected PNL
results given in the last row.

Wind Simulation Per Rev Variance Total

Program OPp | 1P | 2P | 3P | 4P | Variance

SWIFT 0.5962 | 0.2501 | 0.0913 | 0.0492 | 0.0310 1.0178
(0.951) | (0.941) | (0.912) | (0.816)

TURBU 0.5720 | 0.2231 | 0.0793 | 0.0410 | 0.0259 0.9412
(0.848) | (0.817) | (0.759) | (0.682)

SWIFTc 0.5736 | 0.2270 | 0.0821 | 0.0440 | 0.0282 0.9549
(0.863) | (0.847) | (0.815) | (0.742)

PNL — 0.263 0.097 0.054 0.038 -

Table 4.3: Statistical moments of the velocity distributions of the time series
at point 1, 90 and 250.

‘ Moment ‘ Point 1 ‘ Point 90 ‘ Point 250 ‘
Mean 12.000 10.634 12.840
Mean deviation 1.823 1.737 1.747
Standard deviation | 2.289 2.193 2.144
Variance 5.241 4.808 4.597
Skewness 0.3091 | -0.3414 -0.0214
Kurtosis -0.0424 | 0.3112 -0.4136
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Chapter 5
CONCLUSIONS

A computer program for the simulation of stochastic wind fields for HAWT
applications has been developed. This program numerically simulates dis-
crete time histories of the u-component of the wind speed at specified nodal
points on the wind turbine rotor disk. The wind speed time series can be
used as input to any wind turbine structural dynamics program based on
blade element-momentum theory.

It is shown that there exists a very efficient method for the factorisation of
the spectral matrix, which allows for the simulation of relatively large wind
fields without excessive computer run times. Because a “full field” of tur-
bulent wind speeds is generated, the simulated wind field can be used for
variable speed wind turbines.

The program has been tested and verified. Verification of the syntax of the
source code revealed one serious deviation from the ANSI standard, i.e. the
use of DOUBLE COMPLEX. It is recommended to remove this deviation one way
or another.

Verification of the program logic has been done by analysis of program
output. It is shown that for realistic input the program is capable of capturing
the desired statistical properties of the turbulent wind. However, ten minute
time series, consisting of 16384 time steps, show a lot of statistical variation.
This variation is practically removed by taking the ensemble average of six
realisations.
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A FAST FACTORISATION
METHOD

There is no unique solution to the factorisation of the spectral matrix (Equa-
tion (2.3)). This is easily verified by multiplying the matrix H with a unitary
matrix U. The resulting matrix L = H U is also a factor of S , because

Lt =Ut. Hf (A1)
and
U-U' =1 (A.2)
It follows that
S=L-L (A.3)

where LT denotes the Hermitian conjugate or adjoint of L.

The factorisation will however be unique if the form of the factor H in
Equation (2.3) is assumed to be lower triangular. This factorisation method,
generally known as Cholesky decomposition, is suggested by Shinozuka and
subsequently employed in the “Sandia method”. For large matrices the
method is computationally expensive because the number of operations re-
quired is O(N?) where N is the order of the matrix.

In the following sections it will be shown that, under certain conditions,
there exists a much faster factorisation method, which also involves less com-
puter core memory. The material presented in the next three sections is
largely based on a description of the method by Burgers [3] (in Dutch), and
an introductory text on applied mathematics by Strang [41].
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Figure A.1: Polar grids with a “radial” and a “circular” numbering

A.1 The Form of the Coherence Matrix

The spectral matrix S(f,,) can be written as
S=G-TI-Gf, (A.4)

where I' is the coherence matrix with entries v;; and G a diagonal matrix
containing the square root of the autopower spectral densities ,/g;;. Equation
(A.4) shows that instead of factorising the spectral matrix directly, we can
also factorise the coherence matrix I' and multiply the factor with G to
obtain the same result.

It is assumed that the coherence is uniform over the rotor plane, i.e.
coherence between any two points in the rotor plane is a real function of only
their distance Ar;;. It will be shown that, in this case, the coherence matrix
has a special form if a polar grid is used for the spatial discretisation of the
rotor plane. This special form allows for a much more efficient factorisation
method than Cholesky decomposition.

Consider a grid with n. (not necessarily equidistant) concentric circles
and n, evenly spaced points around each circle. The position of a grid point
is then completely defined by a pair of numbers (j, k), where j is the number
of the circle and k£ the number of the radius.

The form of the coherence matrix depends on the way we number the grid
points. There are two obvious ways to number the grid points in a single
one-dimensional sequence:
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1. A “radial” numbering (Figure A.1) by defining

i=(k—1nc+jforj=1,...;n.;k=1,...,n,. (A.5)

The coherence matrix I'" associated with this “radial” numbering has
the following form

Fo an—l . . Fl
Fl FO an—l . F2
I‘T - Fl FO .
: . : T, 1
an—l an—2 . Fl FO

The entries I';; = I'j_; = I',,_|j_s are symmetric n. x n. submatrices.
Such a matrix is called a symmetric circulant block matriz, because all
the submatrices or “blocks” on a diagonal are the same and the matrix
is “periodic”, since the lower diagonals fold around to appear again as
upper diagonals. If the number of points on a circle n, is even then the
first row of I'" looks like

(To Ty T2...Toy2 Tnpjzy Topjoa .. Ty)

. A “circular” numbering (Figure A.1) by defining

i=(G—Dnp+kforj=1,...,nc;k=1,...,n,. (A.6)

The coherence matrix I'¢ associated with this circular numbering has
the following form

Fll F12 . .. Flnc

I''y, Ty Tz ... Ty,
e — . I'ys; I'ss

Iy, Ton, B

In this case, each entry I'f; is a n, X n, symmetric circulant submatrix.
I’ is called a symmetric block matriz.
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Compared to the number of elements that have to be stored to specify a
general symmetric matrix, the special form of the matrix allows, in both
cases, for a considerable saving in the amount of storage required.

The relationship between I'" and I'¢ is given by the following expression
r=p.1r".p~. (A7)

in which P is a permutation matrix. P only interchanges rows or columns
(depending on the order of the multiplication) and has, in some order, the
same rows as the identity matrix. Note that

P.-PT=PT.P=1 (A.8)

There is no need however to know the permutation matrix to construct, for
example, I'" once I'® is known. The recipe is very simple, take entry (i, 7) of

block I';,,, and put it as entry (m,n) in I'};; then I'" will appear.

A.2 Factorisation of Circulant Matrices
An important feature of circulant matrices is that all n by n circulant matri-
ces have the same eigenvectors. And the eigenvectors of a circulant matriz

C (say) are the columns of the Fourier matriz F. In other words, the matrix
F diagonalises every circulant matrix

C-F=F-A. (A.9)

Multiplication of the left and right hand side of Equation (A.9) by F~! yields

C=F-A-F. (A.10)
The diagonal matrix A contains the eigenvalues, and they are n times the
Fourier coefficients of the sequence {c;} = (co,...,cn_1)
Ao
A
A=n '
An—l
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All entries of the Fourier matrix F,, (the subscript n denotes that the matrix
is n by n) are powers of the same number w,,

1 1 1 . 1
1w w? . w'l
F=|1 w? wt . w?h

1 w™! w2(n71) . w(n71)2
That number is complex (except for w; = 1 and wy, = —1) and it is an nth
root of unity

w = 627ri/n
and
w" = 1.

The entry in row j and column £ (if the numbering is from 0 to n — 1) is the
number w, with exponent j times k

(fn)]k — wnjk — e27rijk/n.

Notice that the columns of Up = F/y/n are orthogonal unit vectors in
complex n-dimensional space. Uy is a unitary matriz : its inverse is the same
as UTF, the transpose of its conjugate

Up' =UL =nF ' =F"/yn (A.11)

because
F-F*=F".F =nl (A.12)

Using (A.10) it is easy to construct a symmetric factorisation of C. Equations
(A.10) and (A.12) yield

C=F/vn-A-F*/y/n. (A.13)

Combining (A.11) with (A.13) and
Uy = F/V/n, (A.14)

results in the desired factorisation
C=Up-A-UL. (A.15)

Taking the square roots of the elements of the diagonal matrix A and com-
. . 1 . . . 1

bining Az with Uy into a new matrix L = Ug- A2 and the other square root
1. . . . .

Az in the transpose of L, the diagonal matrix disappears in

C=Up-Az-A2-UL=L.L" (A.16)
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A.3 Factorisation of the Coherence Matrix

Using the results of the previous sections, it is fairly easy to construct a
symmetric factorisation of the circulant block matrix I'". First we introduce
the Kronecker product A ® B of the n X m matrix A and the matrix B :

a11B a12B Ce almB
(122B
A®B= ]
aB ... ... a,n,B
Because the entries of the identity matrix iz = 0 for k£ # [ it follows that
Up
Ur
K=1® Up= . : (A.17)
Ur

Using equation (A.15) it is easy to see that I'°, which is a block matrix with
circulant blocks, can be written as the product of three matrices

Ir°=K-A-Kf (A.18)

where A is a symmetric matrix with a n. X n. block structure. Every block
A;j is a np, X n, diagonal matrix:

A A oo Agg,
R (A.19)
Mot o A
Using equation (A.7) the coherence matrix I'" can then be written as
I"=P-K-A -K'.PT (A.20)
Combining (A.8) and (A.20) yields
I"=(P-K-PT).(P-A-PT).(P.-K'.PT). (A.21)

Equation (A.21) shows that the rows and columns of the matrices K, A and
K' on the right hand side all have to be exchanged in the same manner to
yield the coherence matrix I'". The permutation of the block matrix K yields

’U,llI ulan
PK P =T=Up@I= S : (A.22)

Up1 L o Upyp, I
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and the permutation of A yields a block diagonal matrix denoted D with a
n, X n, block structure and n, x n, blocks:

P-A-PT=D. (A.23)

This can easily be verified with the aid of the recipe given at the end of
section A.1. The result is that the coherence matrix for a polar grid with
“radial” numbering I'" is diagonalised in a similar way as in equation (A.15)

I"=T-D-T. (A.24)

Because the diagonal blocks D;; of D are positive definite, they can be fac-
torised (block wise) by Cholesky decomposition yielding

D=L-L" (A.25)

which is the analogue of taking the square root of the diagonal matrix A in
equation (A.16). L is a block diagonal matrix with lower triangular diagonal
blocks. Combining I with T into a new matrix

H=T-L, (A.26)

and the other matrices L' and T into the transpose of the conjugate of H,
yields the desired factorisation of I'"

I"=T-L-L'.-T'=H.-H" (A.27)

A.4 Implementation and Performance

The factorisation of the coherence matrix I'" involves some relatively simple
bookkeeping and only a small amount of computer memory. The coherence
matrix is determined by the first row of blocks C;;, which are stored in a
2-dimensional array A(n?,n,). Column j of A contains all the columns of
Ci; as a 1-dimensional sequence. The total number of elements that have
to be stored is n?n,. This is considerably smaller than the n.ny(nen, +1)/2
elements that have to be stored in case Cholesky decomposition is used.

The first step in the process is the determination of the block diagonal
matrix D which involves the Fourier transformation of the n? rows of ar-
ray A. Without FFT this step requires O(ngnf,) operations and with FFT
O(niny logy np).
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Next, the matrix D has to be factorised into LL. This factorisation is
not unique and we have to choose a particular form for the factor L. It is
convenient to assume that L is a block diagonal matrix with diagonal blocks
that have a lower triangular form. In this case each block L;; is found by
Cholesky decomposition of block D;;. Because D;; = Dy, _iy25n,—it2 only half
of the total number of diagonal blocks need to be factorised. This part of
the routine requires O(n’n,) operations.

In the next step the factor L is not multiplied by Ur ® I but first by
the vector of random phases x because this is computationally more efficient
due to the sparseness of the matrix L. This step requires O(n2n,) complex
operations.

Finally the resulting vector is multiplied by Ur ® I which involves n.
complex discrete Fourier transforms. Without FFT this requires O(ncnf,)
operations and with FFT O(n.n, log, n;).

If n. and n, are of the same order then the total number of operations is
mainly determined by the first two steps in the factorisation process which
are O(N?) where N = n, x n,. FFT techniques are especially useful when
np is large (> 64) and can reduce the total number of operations by a factor
of 3 or more. The time required to factorise the coherence matrix therefore
tends to increase as N? for large N.

The number of floating point operations required for a Cholesky decom-
position of I'" is O(N?) and the multiplication of the factor with the random
vector x requires O(N?) operations. It follows that the new factorisation
routine is approximately O(N) times faster than Cholesky decomposition.
The resulting speedup of a complete wind simulation is of course smaller
because the simulation involves more than only factorisation.

The following figures will give some idea of the required computation
time. The simulation of 655.36 seconds of a turbulent wind field discretised
on a 320 point polar grid (10 circles, 32 points per circle) with a sample
rate of 25 Hz (16384 time steps) takes about 53 minutes real time on a fast
workstation (SUN SPARCstation IPC)!. About 31 minutes are required for
the factorisation and 22 minutes for the inverse Fourier transformation. The
simulation of the same wind field using Cholesky decomposition requires
about 1925 minutes on the same work station. In other words, the new
factorisation method results, in this case, in a total speed up factor of about
36. The factorisation part of the routine, however, is about 61 times faster.

!SPARCstation IPC is a registered trademark of SUN Microsystems, Inc.
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It should be noted that the coherence matrix also has a special form when for
example a rectangular grid is used. In this case the matrix becomes a block
Toeplitz matrix or a block matrix with Toeplitz blocks, depending on the way
the grid points are numbered. The matrix will assume one of these forms
even for some forms of non-uniform coherence. For this kind of matrices
there also exist factorisation routines that take advantage of the special form
of the matrix. There is a large body of literature on this subject, see for
example Refs. [1], [2], [33].
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TURBULENCE POWER
SPECTRAL DENSITY AND
COHERENCY

B.1 The Power Spectral Density (PSD) of
Turbulence

Input to SWIFT must be any reasonable (auto) power spectral density func-
tion for the longitudinal turbulent velocity component u(¢) of the wind and
coherence function for lateral separations. Many formulas for the PSD of
turbulent wind speed have been proposed, see for example Frost et al. [12],
Kaimal et al. [18], Solari [40], von Kérmdan [50]. In the present version of
SWIFT the semi-empirical formulation according to ESDU [44, 45] is used.

The ESDU model is based on an analytical expression for the PSD proposed
by von Karman

fowld) 4 5
g (14 70.8f2)5/6
in which f is .
f= qu (B.2)

The expressions for the integral length scale L, and turbulence intensity are
based on a large number of experimental data gathered from the literature:

20.35

z8.063 ’

Ly =25 (B.3)
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u Fu
Ju_ _“uw (B.4)
© In(3)
in which
F, = [0.867 4 0.556 log 7 — 0.246(log 2)%] ), (B.5)
and
1 for zyp < 0.02 m
A=1 0.76/2307 for 0.02< 2 <1.0m (B.6)
0.76 for zp > 1.0 m.

When there are many obstacles such as trees, buildings, etc., all heights are
referred to an effective displacement plane. In the absence of other informa-
tion the height of the displacement plane can be assumed to be

d=~h— 25z (B.7)

so that
Z=z—d=~z—h+25z (B.8)

B.2 The Coherence function

The spatial coherence function is of the usual exponential type, first suggested

by Davenport [7]
AzATz
Yij = exp (—7]_ ]f> , (B.9)

Um

where A;; is the coherence decrement (or decay constant), Ar;; the distance
(in meters) between grid points 7 and j, f the frequency and @ the mean wind
speed at hub height. The coherence decrement depends on the height and is
generally different for horizontal and vertical separations. This is reflected
in the expression for A;; given by ESDU [45]

135A7/°
Aij = (3+T” 1y (B.10)
o1 (Tm\" _ga0™m _ o.40 B.11
b= 19 (E) — 04972 — 0.42, (B.11)
L,Ay)? + (L,A2)?
Lo V(LyAy)? + ( )’ (B.12)
A’I’,‘j
20.38
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20.45

L, = 6.3%. (B.14)
It is easily verified that A;; is not only depending on the spacing between
points, Ar;;, but also on the direction of the line that joins the two points
and the mean effective height of the two points.

In order to obtain a uniform spatial coherence, i.e a coherence that is
only a function of the distance Ar;;, the directional and height dependence,
introduced by Equations (B.12) — (B.14), has to be eliminated. A uniform
coherence allows for a considerably more efficient method for the decompo-
sition of the spectral matrix, as is shown in Appendix A.

To ensure that the spatial coherence is uniform, the expressions for the
lateral and vertical length scales Ly and L, are slightly altered. The height
dependence is eliminated by taking the height of the center of the wind field
(i.e. generally the effective hub height) Z;, as reference height instead of the
effective height Z and the mean effective height Z:

L, = 630, (B.16)

The directional dependence introduced by equation (B.12) is eliminated by
taking the geometric mean of the length scales Ly and L, as the value for
the compound lateral length scale L,

50.415

/ “h
The height dependence in Equation (B.11), introduced by
Um = (W +7;)/2, (B.18)

where %; and u; are the mean wind speeds at z; and z; respectively, is elim-
inated by taking the mean wind speed at (effective) hub height ( i.e. the
center of the wind field) @, as reference wind speed.
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